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– Wikipedia: Experiment

“Experiments vary greatly in goal and scale, but 
always rely on repeatable procedure and logical 

analysis of the results.”



– Pfeiffer and Hoffmann, 2009

“Based on theoretical reasoning it has been 
suggested that the reliability of findings 

published in the scientific literature decreases 
with the popularity of the research field.”
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Introduction

• Reproducibility and replicability are fundamental aspects of science 

• Deep-learning is a very popular field 

• There are a number of unreported environmental elements that produce variation 
that is at least as much as reported improvements.
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Exemplar Task/Model

• Question answering over free text: given a question and a set of candidate sentences, 
rank those sentences based on likelihood that the sentence contains an answer to the 
question 

• Example question: what was the monetary value of the nobel peace prize in 1989 ? 

• Example candidate sentence: each nobel prize is worth $ 469,000 . 

• Example model is an implementation of the SM model, previously described by 
members of this lab in prior presentations/seminars

5



Datasets
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Progress

• Some of the later results from the TrecQA dataset: 

• Note the small changes in AP/RR
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Software Versions

• Nobody writes perfect code, and when we change the code, we change the results…
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Software Versions

• Nobody writes perfect code, and when we change the code, we change the results…

• … significantly (p < 0.01‡, p < 0.05† against cf0e269, paired Wilcoxon signed rank test)
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Framework Versions

• Sometimes the framework you use makes changes, sometimes to the bits of the 
framework that you use…
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Framework Versions

• Sometimes the framework you use makes changes, sometimes to the bits of the 
framework that you use…

• … significantly (p < 0.05† against 0.1.12, paired Wilcoxon signed rank test)
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Docker to the rescue!

• Docker is a containerization tool 

• A container image is a lightweight, stand-alone, executable package of a piece of 
software that includes everything needed to run it: code, runtime, system tools, 
system libraries, settings 

• Virtual machines are to hardware what containers are to the operating system
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Not Quite

• Still got different answers on different machines, the machines: 

• Intel i7-6800K (6 cores, 12 threads) 

• AMD FX-8370E (8 cores, 8 threads) 

• “Intel Xeon’-like on EC2 (2 vCPUs)
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Quick Test

• 0.1 + 0.1 + 0.1 == 0.3 

• 0.1 + 0.1 + 0.1 + 0.1 == 0.4 

• (0.1 + 0.2) + 0.3 == 0.1 + (0.2 + 0.3)
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Threads

• Because of those examples, different numbers of threads give different results, but not 
because of ordering, but because of workload splitting 

• After fixing threads, now down to two answers

13



Hardware Differences?

• Intel gives one set of answers, AMD gives another 

• Is it possible that different hardware implements the floating point specification 
differently? 

• Yes, but very unlikely given the standard 

• Mmm, PyTorch ships with, and uses, the Math Kernel Library by default 

• Written by Intel
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It Wouldn’t Be The First Time!
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It Wouldn’t Be The First Time!
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It Wouldn’t Be The First Time!
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Fixing To A Neutral Math Library
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Where Are We?

• Fully reproducible, replicable training of networks on the CPU 

• Fix: 

• version of model definition 

• version of framework 

• version of framework dependencies (not investigated, but… duh) 

• number of threads 

• framework dependencies to be non-hardware specific
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What about GPU?

• Bajillion's of different GPUs out there, and have very little control over some aspects, 
as an example, we can’t fix the number of threads 

• cuDNN? Enable or disable the cuDNN backend as shipped by nVidia. Has (potentially) 
non-reproducible kernels.
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You Reap What You Sow

• What about the random seed? Maybe we got lucky, and chose a good seed?
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At Least CPU & GPU are Roughly Equivalent?

• but…

20



Agree to Disagree

• Only moderate-strong agreement 
between metrics when trained on the 
same hardware 

• Weak agreement between metrics when 
trained on different hardware 

• Weak agreement on the same metric 
when trained on different hardware
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Conclusions

• All these things make a difference, nobody reports them 

• Nothing to really be done, if you don’t have the same hardware, then you can’t exactly 
reproduce the results — but at least you can compare with that caveat 

• Pre-trained models are consistent — but only marginally better than believing 
numbers reported in a paper 

• Stop reporting single numbers, report populations
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Time to Answer Questions about Questionable 
Answers in Question Answering Research


